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MpuBOAMTCA ONMCaHne MEeTOAONONMN NOCTPOEHUSI CUCTEMbI aHanM3a AaHHbIX ¢ ucrnonb3oBaHnem RAG TexHonorum u rpadoBoi 6asbl
AaHHbIx Neodj. PaccmatpuBaetcsi koHBeliep RAG ¢ ncnonb3oBaHunem Llamalndex n Neodj. OnucbiBaeTcs mMeToavka NOCTPOEHUS U
NPUMEHEHNS 3TOrO KOHBENepa ANs co3f4aHusi U ucnonb3oBaHus RAG-Mogenei anst o6paboTkv 1 aHanmMsa TEKCTOBbIX AAHHbIX.

B coBpeMeHHOM Mupe BbICTPbIN 1 TOYHbIN aHanM3 AaHHbIX C Pa3NUYHbIX UCTOYHUKOB UrpaeT KIioYeByro
ponb, MOCKOMbKY OrpoMHble 0O6beMbl MHGOPMaLMM TpebylT cucteMaTu3auum u M3BNEYEHUS LEeHHOW
nHpopmaumn. OgHOM N3 OCHOBHbIX Npobnem sBnAsieTcsl HeobXxoaMMOCTb 06paboTKM M aHanm3a 6onbLUMX
MacCMBOB TEKCTOBbIX AaHHbIX. [INs 3TOro MCnonb3ylTcsi MeToAdbl MCKYCCTBEHHOIO WMHTENNEKTa, BKIOYast
Large Language Models (LLM) n TexHonormo Retrieval Augmented Generation (RAG) [1].

LLM, Takme kak GPT, oby4yatoTcs Ha OrpoMHbIX 06 bemMax TEKCTOBbIX AaHHbIX U CNOCOBHbLI reHepupoBaTh
KayeCTBEHHbIN TEKCT, MOHMMAaTb ECTECTBEHHbIN A3bIK U BbINONHATE 3aga4n NLP. OHy MoryT ncnonb3oBaTbCs
ANnsi aBTOMATWYECKOro CO3[aHusA KOHTeHTa, obpaboTkM 3anpocoB M reHepaumm TekcTtoB. OpHako npu
ucnonb3dosaHnm LLM mMoryT BO3HMKaTb Takme TPyOHOCTW, Kak MpegoCTaBrieHWe NOXHOW UNu ycTapeBLuen
WHdopmaumm, cosgaHve OTBETOB Ha OCHOBE HEHadEXHbIX WCTOYHMKOB, a TakkKe HETOYHOCTb M3-3a
NCNoNb30BaHUSA HENpaBuUnbHON TepMuHonornn. U Torga Ha nomollb npuxoant RAG TexHonorus.

RAG TexHomormm nosBonsioT YhAyylWwWTb MNPOLECC aHanm3a TEeKCTOBbIX [AaHHbIX, NpeaocTaBnss
MexaHu3Mbl Ans nowucka v Bblbopa Hanbonee nogxogsiien MHPOpMaunn N3 OBLINPHBIX NCTOYHMKOB. OHM
KOMOVHUPYIOT MeToAbl noucka MHOPMaUMM C BO3MOXHOCTBIO reHepauuu TekcTa, YTO AenaeT npouecc
aHanmsa gaHHbIx 6onee aPEKTUBHBIM U TOYHBIM.

YTtobbl NpOAEMOHCTPUPOBaThL aHanu3 AaHHbiX C npuMeHeHneMm RAG TexHonorui mMcnonb3oBanmvcb
AOKyMeHTbl ¢ nnatdopmbl Medium [2], B kOTOpbIX NpeaocTaBneHa obwmpHas nHdopmauusa o bubnuoteke
Neo4j Graph Data Science un coBmectumoctn Neo4dj c Large Language Models (LLM). Onsa xpaHeHus wm
CTPYKTYpPMpPOBaHUS AaHHbIX Ucnonb3oBanach rpacgoBast 6a3a gaHHbix Neodj [3].

Onsi ycnewHoro aHanu3a u paboTbl C AaHHbIMM Heob6XooMMO 3(PEEKTUBHO W3BMEKATb HYXHYIO
TEKCTOBY0 MHpopMauuio n3 ctaten. OguH 13 KNIOYEBbIX 3TAMNOB 3TOro NpoLecca 3akniovyaeTcs B pasgeneHnm
cTaTel Ha oTAenbHble YacTu, CO34aHUM XpaHUnNuwa n BEeKTOpHOro npeacrtasneHuns (embedding) ana aTtmx
TEKCTOBbIX JaHHbIX C ucnonb3oBaHnem 6ndnmnotekn NeodjVectorStore. MNocne aToro, ¢ NomoLLblo GubnuoTeku
VectorStorelndex gaHHble 3arpyxatotcs B rpacposyto B[] Neodj n uHgekcmpyrotcs.

Ha pucyHke 1 cnesa npeactaBneHb! yanbl, B KOTOPbIX COAepXaTbCH AaHHbIe CTaTewn, a cnpaBa CBOWCTBA
OQHOr0 13 y3roB.

O Node properties @ >
® o
O <id> 18 ©
O O _node_content {"id_": "937e88ch-370e-4d60-a%e0-4e9332b6cc48", o
"embedding": null, "metadata": {"header™: "Import Articles
O O O into\u00aONeo4j", "source": "C:\\Users\\Les... Show a
O _node_type TextNode ©
O embedding [0.02455299161374569,0.014038054272532463,-0.0104333218 D
O O 18709373,-0.037870101630687714,-0.011392316780984402,0.0
O 09610353969037533,-0.022022878751158714,... Show all]
O header Import Articles into Neo4j o
O O O id 937e88ch-370e-4d60-a9e0-4e3332b6cc48 ©
O ref doc_id f24109c4-b369-4b7c-b49b-100c7119d496 ©
O O source C:\Users\Lesha\Desktop\SCIENCE_WORK\python noteb\2022- @
01-25_Monitoring-the-Cryptocurrency-Space-with-NLP-and-
O O Knowledge-Graphs-92a1cfaebdia.html
text | suggest you either download Neo4j Desktop or use the free o
O O Neodj AuraDB cloud instance, which should be enough to store

information about these 5000 ... Show all

PucyHok 1 — MpadoBasi 6a3a AaHHbIX 1 CBOWCTBA y3na

Hanee anga cosgaHusa molHou s3bikoBoi mogenu (LLM) ncnonssoBanack oubnuorteka llama_index [4].
OTa OubnnoTteka npegocTaBnseT MHCTPYMEHTbI AN paboTbl C AaHHbIMU U (POPMYIIMPOBAHUSA 3amnpoCoB K
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mogensim LLM. B kauectee mogenu LLM 6bina BeibpaHa nocnegHas 4OCTynHas Bepcus - mogerns gpt-4-turbo-
preview.

lMocne cospaHnst mogenu u onpefeneHus WwabnoHa 3anpoca K Her co3gaeTcsl obbekT MexaHusma
3anpocoB. [aHHbIA Npouecc nokasaH Ha pUCYHKe 2. OTOT OOBbEeKT mcnonb3yetcd Ans PopMynnpoBaHUS
3anpoCcoB K MHOEKCY TEKCTOBbIX AaHHbIX U NOMNy4YeHUs OTBETOB OT MOAENN A3bIKOBOrO MOAENMPoBaHus. Taknum
o6pa3oM, MOXHO 3(EKTMBHO MNPOBOAWUTbL aHanM3 TEKCTOBOW WHGOPMauMM W nofyyaTb TOYHbIE U
MHgOpMaTMBHbIE OTBETLI OT LLM mogenu.

from llama_index.core import PromptTemplate
from llama_index.core.query engine import SimpleMultiModalQueryEngine

openai_mm_1lm = OpenATMultiModal(

model="gpt-4-turbo-preview", max_new_tokens=3688
)

qa_tmpl_str = (
"Context information is below.\n"

"Given the context information and not prior knowledge, "
"answer the query.\n"

"Query: {query_str}\n"

"Answer: "

)

qa_tmpl = PromptTemplate(qa_tmpl_str)

query_engine = index.as_query_engine(
multi modal llm=openai_mm_llm, text_ga_template=qa_tmpl

)

Pl/lcyHOK 2 — Co3gaHue s13bIkoBOM MOOENWN N 00beKTa MexaHM3Ma 3anpocos

Mocne aTOro co3gaHHOM Hamy MoOOEnM 3adaloTcsl BOMPOCHl, Ha KOTOpble MOCTPOeHHas Moderb
reHepupyeT oTBeTbl. PesynbTaT paboTbl MoOenu NpeacTaBnieH Ha pUCyHKe 3.

query_str = "What is RAG?"
response = guery_engine.query(query_str)
print(response)

RAG stands for Retrieval-Augmented Generation. It is an approach that involves using large language models to generate answers
based on externally provided information or relevant documents, rather than relying solely on the internal knowledge of the lan
guage model. This approach allows for more accurate and up-to-date responses by leveraging external sources of informaticon.

query str = "How do vector RAG application work?"
response = query_engine.query(query_str)
print(response)

Vector RAG applications work by providing additional context at query time to large language models (LLMs) in order to generate
accurate and up-to-date answers. This is achieved by leveraging a smart search tool, such as Neodj's vector index, which allows
for the retrieval of additicnal information based on user input. By combining structured and unstructured data, vector RAG appl
ications can move beyond simple information retrieval and enable more effective guestion-answering capabilities.

query_str = "What is LLM?"
response = query_engine.query(query_str)
print(response)

LLM stands for Large Language Models. They are models that are trained on vast amounts of text data to understand and generate
human-like text.

Pl/lcyHOK 3- Pe:iy]'leaTbl BbIMOMHEHMS 3aNpOCOB K NOCTPOEHHOW Mogenun

lMony4yeHHble [aHHble MNOKa3blBaKT, YTO CO34aHHad Mofernb (YHKUMOHUPYET KOPPEKTHO, a
CreHepupoBaHHbIE OTBETHI SBNSAIOTCA cogepKaTenbHbIMU U JTOTUYHBLIMMU.

B pesynbTate 6bina paspaboTaHa TemaTtudeckass MoAenb, coAepXallas AaHHble ¢ nnatdopMbl
Medium, koTopasi ¢ nomoulblo RAG TexHonorun cnocobHa reHepupoBaTb OTBETbl HA 3adaHHble BOMPOCHI C
BbICOKOW TOYHOCTbLIO U MONMHOTON. B AanbHelemM BO3MOXHO UCMONb3oBaHMeE AOMOMNHUTENbHBIX OUBNNOTEK,
Takmx kak LangChain, ons paclmpeHums BO3MOXHOCTEN MOLENU, YTO NO3BONUT paspabaTtbiBaemMon Mogenu
yAEPXUBaATb KOHTEKCT paHee 3aaHHbIX BOMPOCOB, NOHMMaTb M YTOYHATL CYyTb BOnpoca U obcyxaaemyro
Temy 6e3 ABHOro yka3aHus KOHTEKCTA, YTO 3HAYUTENBHO NOBLICUT KA4eCTBO U 3h(PeKTUBHOCTL ee paboThl.
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